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Abstract. Open-access scholarly digital libraries crawl periodically a list of URLs
in order to obtain appropriate collections of freely-available research papers. The
metadata of the crawled papers, e.g., title, authors, and references, are automat-
ically extracted before the papers are indexed in a digital library. The venue of
publication is another important aspect about a scientific paper, which reflects its
authoritativeness. However, the venue is not always readily available for a pa-
per. Instead, it needs to be extracted from the references lists of other papers that
cite the target paper. We explore a supervised learning approach to automatically
classifying the venue of a research paper using information solely available from
the content of the paper and show experimentally on a dataset of approximately
44,000 papers that this approach outperforms several baselines and prior work.
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1 Introduction

Scholarly digital libraries such as CiteSeerx and ArnetMiner are powerful resources for
many applications that analyze scientific documents on a Web-wide scale, including
topic classification [2, 12] and automatic keyphrase extraction [5, 1, 7]. These digital li-
braries periodically crawl a list of URLs, e.g., URLs pointing to authors’ homepages,
in order to obtain freely-available research papers. Metadata extraction tools [4, 9] are
then used to automatically extract the metadata of the crawled papers, e.g., the title, ab-
stract, authors, and the references section. The venue of publication is another important
aspect about a paper, which reflects the authoritativeness of a paper. The availability of
paper venues can help improve data organization and the search and retrieval of infor-
mation in digital libraries, e.g., when a user is interested in papers published in certain
venues. However, the venue of a paper is not always readily available, but it needs to be
extracted from other sources. For example, CiteSeerx [6] currently extracts the venue
of a target paper from the references lists of other papers that cite the target paper. Un-
fortunately, this approach is challenging when the venue of a newly published paper is
sought because recent papers often accumulate citations over a period of time, and not
immediately. Moreover, despite that the metadata extraction approaches implemented
in CiteSeerx are fairly accurate, they still result in noisy metadata extraction [3].

In this paper, we explore a text-based supervised learning approach to venue classi-
fication of research papers, using information solely available from the content of each
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paper. Our approach is based on two observations. First, in a scholarly domain, the top-
ical influence of one paper on another is captured by means of the citation relation [10,
15]. Second, scientific paper titles comprise a large fraction of the keywords of a paper
[1, 11]. Thus, we propose to take into account the topical influence of one paper on an-
other by incorporating keywords from the titles of cited papers, in addition to the title
and abstract of the target paper.

Our Contributions. We present an approach to venue classification of research
papers that uses only information contained in each paper itself. The result of this clas-
sification task will aid indexing of papers in digital libraries, and hence, will lead to
improved search and retrieval results. For example, accurate classification of papers’
venues is highly needed in retrieval systems where one might be interested in searching
for papers published in specific venues, rather than performing a generic search.

Our contributions are summarized as follows:

– We propose a supervised learning approach to venue classification that combines
information available in the references list of a paper with its title and abstract.
This idea is similar to query expansion from information retrieval. The analogy is
that words/keywords from the titles in a references list act as “expanded” additional
evidence for identifying the venue of a paper.

– We show experimentally on a dataset of ≈ 44, 000 papers that our approach yields
classifiers that are more accurate compared with those trained using either the title
and abstract of a paper or the references list. We also show experimentally that our
approach outperforms several baselines and prior work on venue classification.

2 Related work
The task of venue classification has similarities with topic classification [2, 12] since the
topic of a paper contributes majorly to its publication in a specific venue. Yet, significant
differences exist between venue and topic classification, with venue classification being
more challenging since generally there are overlapping topics between multiple venues,
and precisely, there is no one-to-one mapping between topics and venues.

Yang and Davison [16] proposed a venue recommendation method based on a col-
laborative filtering technique. Context-free stylometric features, which are represented
by lexical, syntactic and structural aspects are considered in addition to the content of
the paper to better measure the similarity between documents. The target paper is then
assigned to the venue that occurs most frequently among the most similar documents.
HaCohen-Kerner et al. [8] studied stylistic characteristics of research papers to differ-
entiate the styles of writing of three Computer Science conferences, SIGIR, ACL and
AAMAS, and found that a paper’s vocabulary richness and the use of certain parts of
speech can accurately classify the type of writing of a paper. An approach to venue rec-
ommendation that explores the structure of the co-authorship network is also proposed
by Luong et al. [13]. The method first extracts the name of the authors of a paper, and
then, collects information about each author’s publications and co-authors using the
Microsoft Academic. To recommend venues for a target paper, each candidate venue
receives a score based on the number of papers published in that conference by au-
thors and co-authors. Each co-author is weighted by the number of papers they have
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co-authored with the a main author to capture the strength of the connection between
authors in the network. Medvet et al. [14] address venue recommendation by matching
topics of a target paper with topics of possible venues for that paper.

Many of the previous works discussed above focus on venue recommendation and
return a ranked list of venues to be recommended for a paper. In contrast, we explore the
venue classification of papers, i.e., classifying a paper into one of the available venues.
To our knowledge, this is the first work that uses information from the references list
together with the title and abstract of a target paper to predict its venue of publication.

3 Approach

Problem statement: Given a paper d and a set of venues V , the task is to classify the
paper d into one of the available venues from V .

Leveraging two lines of research, one on keyword extraction and another on topic
evolution and influence in citation networks within a query expansion like framework,
we propose an approach to venue classification that combines information from both the
title + abstract and the references list of a paper. This idea is similar to query expansion
from information retrieval, where a user’s query is expanded by adding new words
(e.g., words from the relevant documents or synonyms and semantically related words
from a thesaurus) to the terms used in the query in order to increase the quality of the
search results. By analogy, we regard the papers that are cited by the target paper as the
“relevant documents” and add terms from the titles of the cited papers as they appear in
the references list of the target paper. In doing so, we incorporate: (1) stronger evidence
(higher frequency) about the words/keywords in the paper - the more frequent the words
are, the more indicative they are about the topic of the paper; and (2) word relatedness
- terms that are related to the words used in the target paper, which may be indicative
of broader topics. Specifically, instead of using a thesaurus or controlled vocabulary to
choose the additional words, we leverage the words/keywords from the references list
of the target paper, which represent a fusion of topics related to the paper in question.
Thus, we posit that this mixture of topics can help predict the venue of a paper.

In our approach, we jointly model the content (title + abstract) and the references list
in a supervised approach. We represented both the content and the references list using
the “bag of words” (BoW) representation. For BoW, we first construct a vocabulary
from the terms in the title and abstract (or from the references section) of the training
set, and then, represent each paper as normalized tf-idf vectors. In order to jointly model
the title + abstract and the references list of a paper, we employ two models (early and
late fusion). In early fusion, the BoW from title + abstract and BoW from references
list are concatenated, creating a single vector representation of the data. In contrast,
late fusion trains two separate classifiers (one on each set of BoW features) and then
combines their class probability distributions (using multiplication in our case) to obtain
the class probability distribution of the aggregated model that produces the final output.

We preprocessed the papers in our collection to remove punctuation, numbers, and
stop words, and performed stemming. In addition, we kept only words with document
frequency (df) greater than 10. We experimented with different df values, and found df
≥ 10 to give the best results for both content and references list.
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4 Dataset
Venue #papers Venue #papers
NIPS 5312 CIKM 1454
IJCAI 4722 WWW 1452
ICML 3888 COLING 1412
ICRA 2998 SDM 1191
ACL 2979 EMNLP 1128
VLDB 2972 ICDM 1111
CHI 2375 HLT-NAACL 920
AAAI 2201 LREC 891
CVPR 2039 EACL 760
KDD 1938 ECML 692
SIGIR 1601 SAC 585

Table 1: Dataset summary.

In order to evaluate our approach, we created our
own dataset starting with a sub-collection of the
CiteSeerx digital library [3].

We selected 22 conference venues focused
on broad topics such as: machine learning
(NIPS, ECML, ICMl, WWW), data mining (KDD,
ICDM, CIKM, SDM, SAC), information retrieval
(SIGIR), artificial intelligence (IJCAI, AAAI,
ICRA), human computer interaction (CHI), nat-
ural language processing (ACL, EMNLP, EACL,
HLT-NAACL, LREC, COLING), computer vision
(CVPR) and databases (VLBD), as shown in Ta-
ble 1. A venue was included in our dataset if it
had at least 500 papers. Our dataset, called CiteSeer44K, consists of 44,522 papers.

5 Experiments and Results
5.1 Features and Models Comparisons for Venue Classification

How does the performance of classifiers trained on features extracted from the ref-
erences section compare with that of classifiers train on features extracted from the
title and abstract for venue classification? To answer this question, we study the per-
formance of normalized tf-idf features from title + abstract and references list sepa-
rately, using three classification algorithms: Naı̈ve Bayes Multinomial (NBM), Random
Forests (RF), and Support Vector Machines (SVM), using 10-fold cross-validation.

Features Classifier Precision Recall F1-score
Title + abstract RF 0.705 0.666 0.660

SVM 0.717 0.717 0.717
NBM 0.646 0.634 0.634

References list RF 0.741 0.721 0.713
SVM 0.759 0.736 0.742
NBM 0.696 0.684 0.683

Table 2: Comparison of features extracted from title + abstract and references list.

Table 2 shows the performance achieved by these classifiers (RF, SVM and NBM)
when they are trained separately on each set of features (the title + abstract and the
references list). As can be seen from the table, regardless of the machine learning algo-
rithm used (RF, SVM, NBM), all classifiers trained on features from the references list
achieve better results compared with the classifiers trained on content-based (title + ab-
stract) features. For example, the SVM trained on normalized tf-idf from the references
section obtains a relative improvement of 3.48% in F1-score over the SVM trained on
normalized tf-idf from the title + abstract. The results of this experiment show that the
terms found in the references section of a research paper contain significant hints that
have the potential to improve the venue classification of a research paper. Since SVM
performs best among all classifiers, we use it in the next experiments.
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Can we further improve the performance of venue classification of research pa-
pers by jointly modeling the references section of a paper and its title + abstract? In
this experiment, we compare the classifiers trained on features extracted from title +
abstract and references list (independently) with the early and late fusion classifiers,
that jointly model the title and abstract with the references list.

Features Classifier Precision Recall F1-Score
Title + abstract SVM 0.717 0.717 0.717
References list SVM 0.759 0.736 0.742
Early Fusion SVM 0.793 0.776 0.781
Late Fusion Ensemble of two SVMs 0.793 0.765 0.771
Table 3: Results of early and late fusion classifiers on CiteSeer44K.

Table 3 shows the performance of the four models on the CiteSeer44K dataset: SVM
trained on title + abstract, SVM train on references list, the early fusion SVM trained
on all information units (by concatenating title + abstract and references list), and the
late fusion model (i.e., an ensemble of two SVMs, which combines the SVM from the
title + abstract with the SVM from the references list). As can be seen from the table,
the information in the references section substantially improves venue classification
when it is jointly modeled with the information contained in the title + abstract, under
both scenarios, early and late fusion. The late fusion model performs slightly worse
than the early fusion model, but still outperforms the individual SVMs trained on either
the title + abstract or the references list. These results illustrate that jointly modeling
the information from the references list with that from the title and abstract of a paper
yields improvements in performance over models that use only one type of information.
5.2 Baseline Comparisons
We compared the early fusion model with three baselines and a prior work as follows:
(1) venue heuristic, i.e., assign the target paper to the most frequent venue found in its
references list; (2) a bag of venues, i.e., use the 22 selected venues as the vocabulary,
and encode each paper as venue frequency; (3) a bag of words from title and abstract;
and (4) Luong et al.’s approach [13] that consists of building a social network for each
author, capturing information about her co-authors and publication history. In this ex-
periment, we kept only the papers that have at least one reference (in the references list)
that is published in one of our 22 venues, for a fair comparison among all models. Thus,
the dataset was reduced to 28,735 papers (called CiteSeer29K).

Model Used Classifier Precision Recall F1-Score
Venue Heuristic - 0.478 0.484 0.464
Bag of venues SVM 0.558 0.566 0.546
Bag of words from title + abstract SVM 0.720 0.709 0.713
Author’s network [13] - 0.646 0.642 0.630
Early Fusion SVM 0.800 0.771 0.779

Table 4: Comparison with previous work and baselines on CiteSeer29K.

Table 4 shows the results of the comparison of the early fusion SVM with the base-
lines and prior work by Luong et al. [13]. We can observe from this table that the early
fusion model that uses information from both title + abstract and references list sub-
stantially outperforms all three baselines and the prior work.
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6 Conclusion and Future Work
In this paper, we presented a supervised approach to venue classification, which com-
bines information from the references section of a research paper with its title and ab-
stract, within a query expansion-like framework. Our experimental findings on a dataset
of ≈ 44, 000 papers are as follows: (1) We found that the references section of a paper
contains hints that have the potential to improve the venue classification task; (2) We
showed that the words/keywords from the references list act as “expanded” additional
evidence for identifying the venue of a paper when added to its title + abstract; (3) Fi-
nally, we showed that our early fusion model performs better than several baselines and
a prior work. In the future, it would be interesting to extend the classification models to
venue recommendation to help authors in the decision making for an appropriate venue.
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