Understanding Stay-at-home Attitudes through Framing Analysis of Tweets

Zahra Fatemi¹, Abari Bhattacharya¹, Andrew Wentzel¹, Vipul Dhariwal¹, Lauren Levine²,
Andrew Rojecki², G. Elisabeta Marai¹, Barbara Di Eugenio¹, Elena Zheleva¹
¹Department of Computer Science, ²Department of Communication
University of Illinois at Chicago, Chicago, IL
{zfatem2, abhatt62, awentze2, vdhari3, llevin20, arojecki, gmarai, bdieugen, ezheleva}@uic.edu

Abstract—With the onset of the COVID-19 pandemic, a number of public policy measures have been developed to curb the spread of the virus. However, little is known about the attitudes towards stay-at-home orders expressed on social media despite the fact that social media are central platforms for expressing and debating personal attitudes. To address this gap, we analyze the prevalence and framing of attitudes towards stay-at-home policies, as expressed on Twitter in the early months of the pandemic. We focus on three aspects of tweets: whether they contain an attitude towards stay-at-home measures, whether the attitude was for or against, and the moral justification for the attitude, if any. We collect and annotate a dataset of stay-at-home tweets and create classifiers that enable large-scale analysis of the relationship between moral frames and stay-at-home attitudes and their temporal evolution. Our findings suggest that frames of care are correlated with a supportive stance, whereas freedom and oppression signify an attitude against stay-at-home directives. There was widespread support for stay-at-home orders in the early weeks of lockdowns, followed by increased resistance toward the end of May and the beginning of June 2020. The resistance was associated with moral judgment that mapped to political divisions.

Index Terms—Quarantine, COVID-19, Moral frame, Attitudes, Social media

I. INTRODUCTION

The outbreak of the novel Coronavirus Disease (COVID-19) upended people’s daily lives across the globe. Emergent measures and policies, such as lockdown, mask wearing, and social distancing, were mandated by governments to prevent the spread of the virus. Citizen response to these orders varied as cooperation became entangled with political culture and partisan politics. Initial studies examined the topics and sentiment of attitudes towards self-quarantine mandates expressed on social media (e.g., [1], [2]) but none have undertaken a systematic analysis of the moral justifications underlying them.

We focus on the moral dimension of Twitter messages because attitudes buttressed by moral conviction are more predictive of behavior [3]–[5] and are more resistant to change [6], [7]. Research also finds that news stories emphasizing moral judgment are more likely to be shared on social media [8] and that people are more likely to share content that elicits moral outrage [9].

We focus specifically on stay-at-home (SAH) orders, the first officially mandated measure intended to stop the spread of the virus. In some respects SAH decision-making process resembled a prisoner’s dilemma situation where cooperation, the most optimal societal strategy for reducing the spread of the virus, contended with betrayal, the most optimal outcome for individuals chafing against restrictions on their freedom. Complicating the dilemma were the political hazards to the government in power of a lockdown that would have a negative effect on the economy and thereby pose a threat to its viability. The competing incentives would play out in social media where opinion on an alarming issue would elicit moral judgment that hardened opinion that would prolong the pandemic. Based on research regarding morals and partisanship [10], we expect increased support for SAH based on Care and Justice and opposition based on Loyalty, Authority, Purity, and Liberty.

To understand users’ attitudes towards SAH, we analyze opinions expressed on Twitter through the lens of framing theory. Framing theory posits that an issue can be viewed from multiple perspectives and thereby evaluated differently depending on the view emphasized. Accordingly, the selective presentation of information can influence citizens’ judgment of issues by making some aspects more salient than others. One widely cited definition specifies that “to frame is to select some aspects of a perceived reality and make them more salient in a communicating text, in such a way as to promote a particular problem definition, causal interpretation, moral evaluation, and/or treatment recommendation for the item described” [11]. As such, frames exist in two places, in the minds of citizens (frames in thought) and in media content (frames in communication) [12]. The premise of framing studies is that the preponderance of media frames influence the distribution of opinion on public issues, a phenomenon widely documented on foreign and domestic issues alike [13].

Scholars also study mediating variables that intervene between frames in communication and those in thought. Social media such as Twitter occupy an intriguing middle position in this model. This is because, although attitudes expressed on the medium represent a sample of frames in thought, Twitter may also be regarded as a medium for highlighting frames in communication. Given the profile of Twitter authors—their more educated, younger, more interested in politics [14]—they are also more likely to be influential within their networks of like-
minded followers.

To conduct moral frame analysis and relate message frames to SAH attitudes, we collect and clean a dataset with 5.5 million tweets posted between March and June 2020 containing carefully selected keywords. We annotate 7,161 of these tweets for their relevance to SAH orders and, issue position (stance), as well as their moral framing. Our analysis investigates the relationship between moral frames and stay-at-home attitudes, their temporal evolution, correlation, and virality. We also contrast the content characteristics of tweets originating in the United States from those abroad and examine their relationship to partisanship.

II. RELATED WORK

Attitudes towards public directives related to COVID-19. Social media studies have looked at citizen responses to different public directives related to COVID-19. Li et al. [3] explored public supporting and opposing perceptions towards reopening policy from both temporal and spatial perspectives and found that online perceptions could vary in the appearance of influential news and could be associated with demographic and socio-economic characteristics. Other studies focused on the association between political preferences and following governors’ recommendations for individuals to stay at home and found that there is a significant gap in the people’s beliefs about social distancing and COVID risks. [15], [16]. Others studied whether the political affiliation affects compliance with social distancing orders, observing that Republicans were less likely to follow social distancing orders than Democrats [17]. Studies also explored beliefs influenced misinformation about COVID-19 and the role of such misinformation on influencing compliance [18], including those related to vaccination [19], [20]. Sentiment analysis of COVID-19 Twitter posts found that most of the ”stay safe home” tweets had positive sentiments [1]. Topic analysis of anti-quarantine comments revealed that they were related to mask wearing and political issues such as the impact on elections [21]. In contrast to previous work, we focus on the framing aspects of stay-at-home attitudes.

Measuring attitudes in social media. Over the last decade, there has been active research in stance detection in tweets for understanding attitudes, covered by a recent survey [22]. Sobhani et al. proposed a stance detection system and showed that even though sentiment features are useful for stance detection, they alone are not sufficient [23]. Darwish et al. developed an unsupervised framework for detecting the stance of Twitter users with respect to controversial topics [24]. A SemEval stance dataset has been created with tweets labeled with sentiment and stance as ground truth to help evaluate the new stance detection algorithms [25]. Using the Linguistic Inquiry and Word Count (LIWC) tool and Meaning Extraction Method (MEM), Mitra et al. characterize the long-term advocates of pro- and anti-vaccination attitudes [26]. Hassan et al. developed a random walk method to identify the attitude of participants in an online social network discussion toward one another [27].

Moral frame analysis. Moral frames correlate with the political affiliation of people [10] and news stories containing a moral frame are more likely to be shared on social media [28], especially so on emotionally charged issues such as health. Prior studies identified moral frames in news articles [29]. Shahid et al. have found that moral frames have a skewed distribution with Cheating and Harm being the dominant frames [30]. Scholars have also conducted Frame prediction of Twitter data using collective classification [31] and distributed representations [13]. Identifying moral frames in tweets requires considerable domain expertise and training. The Moral Foundations Twitter Corpus was developed to facilitate this process [32]. Kaur et al. [33] propose an approach to quantify the relationship between moral frames and conversations around abortion, homosexuality, immigration, religion, and immorality topics on Twitter and observed that Care is most dominant foundation and Purity is the most distinctive foundation in conversations on immorality.

III. DATA HARVESTING AND ANNOTATION

Collecting a representative sample of tweets is fraught with difficulties, because of the sheer number of tweets, the non-standard language, and the amount of noise [34], [35]. As commonly done [36], we start with keywords, but take several steps to ensure the quality of our data.

First, we selected the 87M tweet-IDs between March 1 and June 30 2020 from [37], one of the largest publicly available tweet datasets with COVID-19-related keywords. We used Twarc [38] to collect the corresponding content (text, hashtags, etc) and authors’ metadata.

Among those 87M tweets, we selected 42.3M English tweets (tweet attribute lang). Then, we used topic analysis to find selective keywords.

Finding underlying topics. We remove URLs, make all words lowercase, remove punctuation and stopwords, and lemmatize and stem the words. We apply Latent Dirichlet Allocation (LDA) [39] to a 5% random sample of the COVID-19 English tweets. We extract 20 topics (chosen based on coherence), with the corresponding words and their probabilities. By manual inspection and consensus between two of the authors, we agreed that four of the discovered topics appear to relate to stay-at-home. Table I shows the top 10 words for each of these four topics.

<table>
<thead>
<tr>
<th>Topic</th>
<th>Word</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>home, stay, corona, virus, people, work, love, stop, want, stick</td>
</tr>
<tr>
<td>2</td>
<td>quarantin, covid, coronavirus, open, stayhom, like, thank, pandem, look, quarantinelif</td>
</tr>
<tr>
<td>3</td>
<td>home, time, stay, distanc, social, covid, life, miss, stayhom, f**k</td>
</tr>
<tr>
<td>4</td>
<td>home, stay, order, people, work, need, close, open, essenti, coronavirus</td>
</tr>
</tbody>
</table>

TABLE I: ‘Ten top words in selected LDA topics’

Finding stay-at-home candidate keywords: The top 10 words in the four LDA topics and their synonyms from WordNet [40] result in 60 candidate keywords. For each keyword,
we sampled 100 tweets containing the keyword and manually checked if at least 80 of the tweets concern stay-at-home. If so, the keyword is included in the final five keyword set: home, open, quarantine, lockdown, inside. This was motivated by seeking a low false-positive rate for keyword-based filtering. Finally, we filter the dataset for tweets containing at least one of the five stay-at-home keywords. The resulting dataset, which we name SAH corpus, contains 5,538,993 tweets, excluding retweets. Given our interest in both local and global (i.e., in the USA) attitudes, we also identify the tweets in SAH that are geotagged in the U.S. based on country_code = US, resulting in 36,744 tweets.

A. Identifying potentially relevant tweets

The 5.5M SAH corpus is relevant to stay-at-home by construction, however we are interested in a more specific notion of relevance, i.e., attitudes for or against stay-at-home directives.

Framing experts on our team annotated a random sample of 5,013 tweets from the SAH corpus (0.1% of each of March, April, May) and identified 856 tweets as relevant (based on the full text of the tweet). We then trained an SVM relevance classifier to aid in corpus development (input: tweet text converted to word2vec vectors [41]; 5 fold cross-validation; optimized hyperparameters {kernel = ‘rbf’, C = 10, \( \gamma = 0.1 \)}). This classifier (86% accuracy and 69% precision) predicts 7,161 potentially relevant tweets from the U.S. geotagged data. We name this set of 7,161 tweets the US-SAHI corpus.

B. The US-SAHI corpus: Relevance, moral frame and stance annotation

The framing experts on our team manually annotated the US-SAHI tweets for (actual) relevance, moral frames and stance towards SAH. All annotations were conducted at the phrase level, since tweets may consist of multiple phrases, each of which may express one moral frame. Phrases are grammatical units (from bare nouns to complex sentences) or hashtags which contain at least one moral frame keyword as defined in the Moral Foundation dictionary [10], augmented as discussed below. Our coding protocol (with categories, values, definitions, and examples) is summarized in Table II.

2,400 phrases were annotated as relevant, and 27 as somewhat relevant (Cohen’s \( \kappa = 0.744 \), computed on 7% of the data). This resulted in 1,779 relevant tweets (they contain at least one relevant phrase); 26 somewhat relevant tweets (they contain only somewhat relevant phrases); and 5,356 irrelevant tweets (otherwise).

Only the 1,779 relevant tweets were annotated for moral frame and stance (at the phrase level). We name this annotated set US-SAHI-MF. Stance has three possible values, Pro/Against/Undecided; intercoder agreement was \( \kappa = 0.804 \) (on the same 7% of data). For moral frames, we started with the dictionary from [10], which contains words and word stems associated with ten moral frames. We added Freedom and Oppression, based on Liberty, the sixth foundation of MFT suggested by [42]. For these two frames, we identified 22 keywords or stems such as autonomy, democracy, flexib*, liberat*, open, self-determin*.

A random sample of 15% of the tweets were doubly annotated for moral frames with high intercoder agreement, \( \alpha = 0.804 \) [43].

Table III shows the distribution of moral frames and stance values across the 2,427 phrases, across the 1,805 relevant & somewhat relevant tweets. Taking tweets as units of analysis, 1,348 are annotated with one moral frame, 345 with two, 75 with three, 28 with 4, 5 with 5, and 3 with 6. However, the multiple moral frames that a tweet is annotated with are often not distinct; only 81 are annotated with moral frames which are opposite, such as Care/Harm.

Even if stance was annotated at the phrase level, all stances within a single tweet are the same. 1,484 tweets (83%) are in favor of SAH; 265 (15%) are against; and only 30 (2%) are undecided.

Additionally, we use Valence Aware Dictionary for Sentiment Reasoning (VADER) [44] to find the sentiment of tweets. VADER is a lexicon and rule-based sentiment analysis tool for social media that measures negative, positive, neutral and compound (aggregated score) sentiment scores and requires no training data. We set the compound cutoff score to 0.25 so that tweets with scores higher than 0.25 are considered as positive, tweets with scores lower than −0.25 are considered as negative, and the rest are neutral.

IV. THE SAH CORPUS: AUTOMATIC LABELING

To label the much larger SAH corpus, we build classifiers on the US-SAHI corpus for relevance classification and on the US-SAHI-MF corpus for stance and moral frame classification. We utilize 5-fold train/test splits, and assess the performance of each classifier after hyperparameter tuning. The best classifier is then retrained on the whole annotated corpus and applied to the SAH corpus, as described in Section IV-C. The machine learning models we experimented with are a mix of traditional algorithms such as SVM and Random Forest, and contemporary ones such as BiLSTM. Our choices were dictated by the small amount of annotated data, and by the need of quickly annotating the large SAH corpus. Additionally, for moral frame classification, Snorkel [45] combines user defined heuristic functions, and trained classifiers.

A. Relevance and stance classifiers

The first classifier for relevance we described in Section III was based on a more holistic notion of relevance, not on phrases. Hence, we train several classifiers (SVM, Random Forest, and LSTM) on the US-SAHI corpus, with word2vec embeddings as tweet features. SVM results in the best performance (78.7% accuracy and 63% precision, optimal parameters \{kernel=‘rbf’, C=1 , \( \gamma = 1 \)}).

For stance, we use the 1,779 tweets in US-SAHI-MF directly, and not the phrases, because all phrases within any given tweet have the same stance. Oversampling is done on each training dataset of the train/test splits using the ADASYN [46] Python library. To represent words in the vocabulary, 100d pre-trained
TABLE II: The protocol deployed by domain experts to annotate the datasets, together with example tweets.

<table>
<thead>
<tr>
<th>Category</th>
<th>Value</th>
<th>Definition</th>
<th>Example tweet</th>
</tr>
</thead>
<tbody>
<tr>
<td>Relevance</td>
<td>Relevant</td>
<td>Tweets clearly expressing an attitude related to Stay at Home directives.</td>
<td>Same thing you do when you are sick stay home if you don’t feel good stay home plain and simple!!</td>
</tr>
<tr>
<td></td>
<td>Somewhat relevant</td>
<td>Tweets tangentially related to Stay at Home and/or the attitude expression can be inferred but is not clearly stated.</td>
<td>“So if you protest police, you won’t catch Coronavirus, but if you protest stay-at-home orders, you will.”</td>
</tr>
<tr>
<td></td>
<td>Irrelevant</td>
<td>Tweets not related to Stay at Home.</td>
<td>Mean girls playing at the drive in. Should I go or stay home.</td>
</tr>
<tr>
<td>Stance</td>
<td>Pro</td>
<td>Relevant tweets with attitudes in support of Stay at Home orders.</td>
<td>This is what irritates me. STAY HOME! Its so unfair to others.</td>
</tr>
<tr>
<td></td>
<td>Against</td>
<td>Relevant tweets in opposition of Stay at Home or in support of reopening.</td>
<td>Were doing exactly what the people who created coronavirus wants us to do. Go in the house pass it to your families and slowly die in the comfort of your own home. #CommonSense</td>
</tr>
<tr>
<td></td>
<td>Undecided</td>
<td>Relevant tweets with an attitude that is vague or contains a conflicting message.</td>
<td>Obama wants you home</td>
</tr>
<tr>
<td>Moral Foundation Frame</td>
<td>Care</td>
<td>Moral reasoning based on the need to help or protect oneself or others.</td>
<td>That’s why it’s important to stay the fuck home, whomever is able to do so. We MUST slow down this spread to reduce suffering and save lives.</td>
</tr>
<tr>
<td></td>
<td>Harm</td>
<td>Moral reasoning based on the fear of damage or destruction to oneself or others.</td>
<td>#boston #cambridge I implore you to consider the people of your cities over the economy. Many more of us will have to go back to work upon new reopening phases, and it’s clearly not going to be safe, no matter the costly precautions.</td>
</tr>
<tr>
<td></td>
<td>Loyalty</td>
<td>Moral reasoning based on the needs of the collective or group allegiance.</td>
<td>I stay home because it is the right thing to do for my community #whystayhome #StopCOVID</td>
</tr>
<tr>
<td></td>
<td>Betrayal</td>
<td>Moral reasoning based on the judgement of unfaithfulness or acting against the needs of the collective.</td>
<td>People who stay open when we should ALL be closed are the reason this pandemic continues to spread.</td>
</tr>
<tr>
<td></td>
<td>Authority</td>
<td>Moral reasoning based on respect for authority figures or rules.</td>
<td>Correct! Italy didn’t quarantine people fast enough. China is authoritarian. When you say go home and stay there, people do what they are told. We are on Italy’s path.</td>
</tr>
<tr>
<td></td>
<td>Subversion</td>
<td>Moral reasoning based on negative judgment of the rebellion against authority figures or rules.</td>
<td>Stay home. Don’t listen to POTUS. It’s real folks.</td>
</tr>
<tr>
<td></td>
<td>Purity</td>
<td>Moral reasoning based on piety or the fulfillment of religious obligations.</td>
<td>bro im sure god will forgive u if u stay home from church for a few weeks to protect yourself and others from a virus</td>
</tr>
<tr>
<td></td>
<td>Degradation</td>
<td>Moral reasoning based on negative judgment of depravity or failure to fulfill religious obligations.</td>
<td>stay home u damn heathens</td>
</tr>
<tr>
<td></td>
<td>Fairness</td>
<td>Moral reasoning based on the need for justice or equality.</td>
<td>These celebrities act like many parts of the country arent under stay-at-home orders. If the rest of us regular citizens have to be obedient to the law and stay at home, celebrities should be no different.</td>
</tr>
<tr>
<td></td>
<td>Injustice</td>
<td>Moral reasoning based on the fear of prejudice, inequality, or wrongdoing.</td>
<td>This is what irritates me. STAY HOME! Its so unfair to others.</td>
</tr>
<tr>
<td></td>
<td>Freedom</td>
<td>Moral reasoning based on the need for freedom or constitutional rights.</td>
<td>There’s not a chance in hell that the government is going to tell me to stay in my house if i want to go out. We still live in a free country. (for now anyway) #ThinTheHeard #SaferAtHome.</td>
</tr>
<tr>
<td></td>
<td>Oppression</td>
<td>Moral reasoning based on the fear of tyranny, subjugation, or loss of constitutional rights.</td>
<td>You are a Governor, not the Monarch of Minnesota! Lets put this lockdown to a Democratic vote. Our country is a Republic, not a Monarchy</td>
</tr>
</tbody>
</table>

GloVe word embeddings trained on Twitter data [47] are used. Analogously, we trained SVM, Random Forest and BiLSTM with an Embedding layer, a Bidirectional LSTM layer and a 3 unit dense layer (please see the appendix for the optimal hyperparameters for each of these classifiers). Table IV shows results on stance, in terms of weighted F-scores; the BiLSTM classifier outperforms the other models.

B. Moral frame classifier

Since the dataset is small (2, 400 phrases) and the class distribution is unbalanced (see Table III), we undersample or oversample certain frames in each training set of the five train/test splits, in order to have 500 instances of each frame. Specifically, Care is undersampled; we add tweets from the MFTC dataset [32] for the other moral frames. Since Freedom and Oppression do not appear in MFTC, we oversampled them from our data with ADASYN.

We train the same three models: SVM, Random Forest, and a BiLSTM with an Embedding layer, a Bidirectional LSTM
layer and a 12 unit dense layer (please see the appendix for optimal hyperparameter values). The same 100d pre-trained Glove embeddings are used (other features, such as POS and sentiment by VADER [44], were experimented with, but with worse results).

Table V presents results for three baselines. A random classifier randomly assigns frames to the phrases. A keyword classifier assigns the frame associated by the MF dictionary with the keyword contained in the phrase; if more than one applies, the one matching ground truth (if any) is considered a true positive. The last baseline is a Random Forest classifier trained on the MFTC.

The results obtained by the BiLSTM on the US-SAH-MF corpus (F1=0.64) (last line in Table V) are usable. While they are lower than the reported best performance across the MFTC corpus, F1=0.8 [32], performance on some subcorpora in MFTC is lower (Baltimore, F1=0.69; Davidson, a very low F1=0.14). Indeed, our Random Forest baseline trained on MFTC and applied to our data performs very poorly, with F1=0.28, suggesting that our US-SAH-MF corpus is substantially different from MFTC.

C. Labeling the SAH corpus

For each of the relevance and stance models, we take the best classifier with the optimal parameters, retrain the models on the complete US-SAH corpus for relevance and US-SAH-MF for stance and moral frames, and then use them to label the unlabelled portion of the SAH corpus (the US-SAH-MF 1,779 relevant tweets are included in the following counts, but the gold standard labels are retained). For relevance, the final SVM classifier labeled 206,333 out of 5,538,993 tweets as relevant. We apply the BiLSTM classifier for stance to these 206,333 relevant tweets to which we refer as SAH-REL. For moral frames, we explore Snorkel [49], which can combine human expertise with the patterns uncovered by machine learning. Snorkel is a weakly supervised approach which can integrate into a generative model, user defined labeling functions (e.g. heuristics), and models trained on the data. For our task, we define 13 labeling functions. The first 12 assign the moral frame associated with the keywords from the MF dictionary [48]. The 13th labeling function is the best classifier (BiLSTM) from the cross-validation experiments, retrained with the optimal hyperparameters from cross-validation on the entire dataset of 30,000 phrases from the under-/oversampled training folds. For each phrase, Snorkel produces a label or abstains from labeling, in which case, we apply the same BiLSTM model just described in a pipeline fashion. Snorkel labels 65% of the 206,333 relevant tweets with one of the 12 moral frames and abstains from the remaining 35%, which are labelled by the BiLSTM classifier. To check whether Snorkel adds value to the pipeline, a framing expert on our team manually annotated a small random sample of the SAH-REL dataset. Snorkel with BiLSTM outperformed BiLSTM (weighted-F1 of 0.52 vs. 0.42).

The final distribution of moral frames and stances is shown in Table VI. The same general trends appear in Tables III and VI but somewhat mitigated: e.g., 83% of tweets in US-SAH-MF are for SAH, but in the SAH-REL corpus, only 69% are. Among moral frames, although Care is still disproportionately represented, it decreases from 44% of the data in US-SAH-MF, to 40% in SAH-REL.

Note that we do not filter out for bots, because bot tweets contribute to the ecosystem of expressed attitudes that can influence opinions online. A check for duplicate tweets revealed that 99.2% of the SAH-REL tweets are unique, indicating a low level of tweet replication by bots.

V. Characterizing stay-at-home attitudes on Twitter

We begin our analysis with the association of moral frames with SAH attitudes in our relevant SAH-REL dataset (N=206,333). As we hypothesized, a moral foundation correlated with liberal ideology—Care—has the highest proportion of tweets in support of SAH (82.7%), but we also find that Subversion supports the second highest fraction (72.1%). Although the latter foundation is associated with conservative political views, a closer look at the substance of a greater fraction of the tweets shows that posters assert the authority of local officials as well as medical experts as they criticize those who violate SAH orders. Also in line with our first hypothesis, moral foundations correlated with conservative
TABLE VI: SAH-REL corpus: moral frames by stance (with χ² residuals; boldface vs. underline: association with positive vs negative stance).

<table>
<thead>
<tr>
<th>Moral Frame</th>
<th>Total</th>
<th>Positive</th>
<th>Negative</th>
<th>Undecided</th>
</tr>
</thead>
<tbody>
<tr>
<td>Care</td>
<td>69406</td>
<td>6354 (-77.69)</td>
<td>4070 (-13.14)</td>
<td>82530</td>
</tr>
<tr>
<td>Harm</td>
<td>15089</td>
<td>502 (-28.56)</td>
<td>11420 (27.42)</td>
<td>2641</td>
</tr>
<tr>
<td>Loyalty</td>
<td>24501</td>
<td>10269 (12.60)</td>
<td>1679 (-5.99)</td>
<td>36449</td>
</tr>
<tr>
<td>Betrayal</td>
<td>18304</td>
<td>816 (5.02)</td>
<td>70 (-6.37)</td>
<td>2746</td>
</tr>
<tr>
<td>Authority</td>
<td>11329</td>
<td>461 (0.66)</td>
<td>928 (15.51)</td>
<td>16908</td>
</tr>
<tr>
<td>Subversion</td>
<td>896 (-1.08)</td>
<td>345 (0.46)</td>
<td>80 (1.33)</td>
<td>1321</td>
</tr>
<tr>
<td>Purity</td>
<td>3044 (-15.45)</td>
<td>1876 (18.32)</td>
<td>208 (3.85)</td>
<td>5128</td>
</tr>
<tr>
<td>Degradation</td>
<td>407 (-12.96)</td>
<td>2187 (12.85)</td>
<td>386 (1.70)</td>
<td>6780</td>
</tr>
<tr>
<td>Fairness</td>
<td>972 (-9.19)</td>
<td>5969 (8.82)</td>
<td>85 (0.18)</td>
<td>1653</td>
</tr>
<tr>
<td>Injustice</td>
<td>947 (-11.57)</td>
<td>681 (14.05)</td>
<td>56 (-3.54)</td>
<td>1684</td>
</tr>
<tr>
<td>Freedom</td>
<td>12778 (-44.47)</td>
<td>8197 (38.72)</td>
<td>1706 (16.34)</td>
<td>22681</td>
</tr>
<tr>
<td>Oppression</td>
<td>2251 (-14.38)</td>
<td>1448 (17.40)</td>
<td>143 (-4.26)</td>
<td>3842</td>
</tr>
<tr>
<td>Total</td>
<td>142780</td>
<td>52740</td>
<td>10813</td>
<td>206333</td>
</tr>
</tbody>
</table>

political preferences—Freedom and Oppression—had the lowest proportions of supporting SAH tweets, with 60.9% and 60.8%, respectively. We also find that Injustice offers the least support for SAH (58.2%). The comparatively smaller base of support for SAH directives referencing Injustice is based largely on messages that complain about those who violate SAH orders.

To gain additional insight into the relationship between moral frames and stance, we performed a χ² post-hoc analysis, and a regression analysis on the global data. Table VI shows the contingency table for our 12 moral frames and 3 stances. A χ² test confirmed a strong association between the two variables (χ² = 7, 640.89, p < 0.001).

We further investigate which moral frames indicate which specific stance using post-hoc tests based on the adjusted residuals for each cell (shown in parentheses in Table VI). Here we find the largest differences between expected and observed counts, relative to sample size. According to [50], [51], adjusted residuals with an absolute value greater than 3 for tables with many cells indicate a significant deviation from the expected value. Hence, positive adjusted residuals greater than 3 indicate leaning of a moral frame more towards the corresponding stance than expected by chance. On the other hand, a negative adjusted residual indicates an association of a moral frame with the corresponding stance, lower than expected by chance.

The adjusted residual values paint a rather striking picture. As concerns positive stance, Care (in bold in Table VI) is the only moral frame whose residual is large and positive, and hence, is associated with positive stance (all other residuals in the positive stance column are negative, with a couple - Betrayal and Subversion - being of too small magnitude). The picture is reversed for negative stance: only Care has a large negative residual in this column, all the other frames have large positive residuals (other than Subversion), confirming their association with negative stance. The four we have underlined in Table VI - Harm, Purity, Freedom and Oppression - are the ones more strongly associated with negative stance. As concerns the undecided stance, only two frames, Harm and Freedom, have large positive residuals; hence, differently from the other frames, Harm and Freedom are significantly associated with two stances, against or undecided.

We also report the values for predicting stance using moral frames, retweets, and sentiment using a logistic regression model. Of the moral frames, only Care was positively correlated with supporting SAH tweets stance relative to average (β = 0.149, p < .01), confirming the finding obtained via the adjusted residual analysis. Harm (β = −0.06, p < .01), Fairness (β = −0.09), Injustice (β = −0.13), Freedom (β = −0.1), Oppression (β = −0.1), Purity (β = −0.09), and Degradation (β = −0.05) were all significantly correlated with opposition to SAH (p < .001), relative to the average. Again, this agrees to a large degree with the adjusted residual analysis that had found all these moral frames to be associated with negative stance.

We next analyze the annotated US-SAH corpus with two goals in mind. First, to understand whether the findings of the SAH-REL corpus hold in the nation where most of the geo-tagged tweets originate, and second, to understand whether they provide additional insights with respect to the partisanship of views.

To a large extent, the findings hold as discussed in the χ² analysis of the global dataset—63% of the tweets that supported SAH invoked appeals to Care as moral justification. Affirming the potency of appeals to Care, tweets using this justification were also most likely to be retweeted. Thus, 26% of tweets invoked cautionary appeals to the prevention of Harm to others. Loyalty to others and deference to the expertise of Authority (largely medical) tied for third place at about 13% each.

Those opposed to SAH invoked appeals to the vice or virtue binaries of Freedom, at over 54%, the most common moral justification for resistance. Predictably, most of these—about 21%—referenced Oppression. The remaining 33% cited appeals to the virtue of Freedom. The second most cited frame was Harm (34%), largely in reference to the economy. As Care tweets were most likely to be retweeted for supporters, Oppression tweets were most likely to be retweeted for those who opposed SAH orders.

The vast majority of U.S. stay-at-home tweets originated from urban areas voting Democrat. Tweets containing a Freedom or Subversion moral frame were roughly equally distributed between Democrat and Republican voting areas. Different moral frames have similar geospatial distribution patterns across the US, with the exception of less frequent frames. Figure 1 shows three such patterns for the Care, Oppression, and Degradation frames. The Degradation moral frame is extremely localized geographically in a small number (six) of non-adjacent counties such as Pecos County, Texas, and Leon County, Florida.

Because the SAH-REL corpus was automatically labelled by our moral frame and stance classifiers, the results may be affected by the mistakes these classifiers make. Hence, we also ran χ² and the adjusted residual analysis on the US-SAH dataset, which has gold standard annotations as concerns both moral frames and stance. In that residual analysis, we found that Care was most strongly associated with a positive stance,
Fig. 1: Geospatial distribution of tweets reflecting respectively the Care, Oppression, and Degradation moral frames. Darker shades indicate higher tweet counts for that frame [49]. Both Oppression and Degradation are highly localized geographically.

Fig. 2: Timeline of major lockdowns, number of tweets weighted by number of retweets and COVID-19 cases. Tweets above and below the center axis represent tweets for and against SAH orders, respectively. Color encodes average daily sentiment score of tweets.

whereas Freedom and Oppression in the US-SAH dataset were the ones most strongly associated with negative stance, as was the case in the SAH-REL corpus. In addition, Harm, Subversion and Injustice also were associated with negative stance. As stated earlier, Authority was likely to be associated with medical expertise as with that of governing officials.

A. Volume of tweets supporting and opposing SAH corresponds to real-world events

To assess the stance of stay-at-home tweets over time, we examine the stance expressed in the observed tweets in the context of COVID-19 case counts. To understand the spread of each tweet $i$, we calculate its overall virality based on its retweets. We use the following virality formula which reflects the scale of spread: $\text{virality}_i = 1 + \ln(\text{retweets}_i + 1)$. Then the overall virality of tweets on a given day is $\sum_i \text{virality}_i$.

Fig. 2 shows the total virality of SAH-related tweets over time via a set of time-based visual encodings [52], [53]. The majority (73%) of stay-at-home tweets are in support of stay-at-home orders, with a large spike in the number of tweets, approximately between March 23rd and April 15th, corresponding with the first month of stay-at-home orders being issued in several areas. The period of activity during March is characterized by lower overall COVID rates (shown in the bottom timeline chart [54], [55]), more tweets supporting SAH orders, and a higher average sentiment, compared to later months. The most viral tweet occurs at the beginning of this spike on March 4th with 128,868 retweets. Its moral components invoke Care and (medical) Authority: “Protect yourself and your community from coronavirus with common sense precautions: wash your hands, stay home when sick and listen to the @CDCgov and local health authorities. Save the masks for health care workers. Let’s stay calm, listen to the experts, and follow the science.”

Tweets in support of SAH orders decreased between April 15th and early June, although the number of tweets opposed to SAH orders remained relatively constant during this time. This may have been due to a lull in the initial interest, as well as the onset of summer, and the greater focus on the Black-Lives matter movement in Western nations. A notable, sustained spike in Twitter activity occurs on both sides of the issue at the beginning of June, starting at around June 7th. This activity corresponds to the time that reopening was being
coronavirus is extremely rare. If that is true, that means we do not need social distancing...”, and another tweet with 550 retweets saying “FFS. The World Health Organization strikes again. If we’d known this at the start of the pandemic, social distancing/lockdown measures could have been much less severe than those implemented.”

B. The relationship between moral frames, sentiment and virality changes over time

To test our second hypothesis, we look at the relationship between moral frames found in SAH-REL tweets, their sentiment and virality. Fig. 3 shows that Care, Loyalty, Freedom, and Authority are the predominant moral frames in the beginning of the pandemic. In contrast, Purity, Subversion, Degradation, and Betrayal become relatively more common in April when some of the first protests against SAH orders started and then again June when many of the lockdowns were lifted. Analysis of the overall moral frame presence in tweets with stay-at-home attitude between March and June 2020 shows that the Care frame is the most common moral frame (40.1%). Next are Loyalty (17.7%), Harm (11.8%) and Freedom (10.7%) (shown in compact visual form \cite{56, 57} in Fig. 3).

In terms of sentiment (Fig. 4 top), the tweets with the highest portion of positive tweets are Injustice (71% positive), Purity (70.9% positive), and Oppression (70.7% positive). In contrast, the tweets with predominantly negative sentiment were Subversion (28% negative), Fairness (27.9% negative), Degradation (27.7% negative), and Harm (26.8% negative).

The majority (86%) of tweets had few retweets (0-1), while only 3.3% of tweets had more than 10 retweets. To identify if moral frames, sentiment, or stance are correlated with tweet virality, we built multivariate regression to predict virality, given by $\ln(retweets + 1)$, of each tweet, as well as stance, using moral frames, stance, and sentiment score. We report the regression coefficients ($\beta$), which correspond to the average expected increase in popularity when a tweet includes a given frame, relative to the average. Sentiment is positively correlated with popularity ($\beta = 0.047, p = 0.003$), while moral frames do not have any statistically significant correlations. Freedom is slightly positively correlated with popularity ($\beta = 0.0047, p = 0.536$). All the other moral frames have slightly negative correlation with popularity, with Injustice ($\beta = -0.037, p = 0.059$), Subversion ($\beta = -0.038, p = 0.081$) and Degradation ($\beta = -0.019, p = 0.087$) having the most pronounced negative coefficients with low p-values. P-values are calculated using a t-test to measure if coefficients are significantly different than zero. All models were built using the python statsmodels package \cite{58}.

VI. DISCUSSION

The reactions of Twitter users sent to their networks of followers at the earliest stage of the pandemic preview the moral foundations of the divisions that hardened into ideological positions the following year. Though unrepresentative of the population in general, the opinions voiced on this platform discussed or implemented in several nations. This included the end of India’s first national lockdown, announced on June 1st. One viral tweet (387 retweets) from Mumbai pleaded “Dear Mumbaikar, The worst is NOT over. Please stop acting like it has and please stay home as much as you can.#StaySafe.” A spike in activity may also be attributed to a suspected rise in cases during Memorial day and the international George Floyd protests, with one popular tweet from California saying “This is starting to make the rounds. Don’t be fooled. COVID takes 1-2 weeks.” The latest spike is from those Memorial Day dopes. Keep fighting! Stay safe & if you’re immuno-compromised or feeling ill STAY HOME! There are lots of ways to show your support!” The most popular tweet during this time, with 17,198 retweets, echoed a similar sentiment with a new report on COVID-related deaths: “A least 6,000 people have died from COVID-19 in June in the U.S. as the pandemic continues to rage. We remind everyone to please continue social distancing, mask-wearing, and safe practices. Check up on your elders and self-quarantine. It is only going to get worse from here on.”

A small peak in anti-SAH tweets on June 9th can be seen in Fig. 2 which appears to be in response to a study by the World Health Organization, with one tweet with 663 retweets from New York saying “Now the research from WHO is showing that the risk of asymptomatic people transmitting
Fig. 4: Moral frames reflected in SAH tweets and their respective stance distribution (bottom, log scale) and sentiment (top). Tweets are predominantly in support of SAH, with Care being the most in-support (82.7%), Oppression being the least in-support (60.9%).

offered a glimpse into trends that would divide citizens from each other. Research shows that though Twitter users may be unrepresentative of the population, they begin discussions that may persuade others, in part because they tend to be more politically active [14].

Studying opinion accompanied by moral judgment is also warranted by its distinction from non-attitudes elicited on surveys. Moral judgment is a mark of commitment. It can motivate people to shame and punish wrongdoers and thereby lead to cooperation and solidarity by denouncing those who flout the rules. But it also risks conflict by dehumanizing others and escalating into feuds [9]. In the case of the covid pandemic, a moral contest of wills ensued that pitted supporters of medical expertise against those who prized freedom of choice. Medical advisors and health agencies were drawn into a polarized discourse that reflected political divisions rather than the authority of scientific expertise. As a result, mortality increased as a function of low vaccination rates, mask wearing, and other measures intended to slow the spread of the virus.

Our findings show overwhelming support for government mandates among those voicing an opinion on Twitter. Butressed by concern for others and anger at those who disobeyed, supporters defined a line of moral conduct that would divide them from those who prized individual freedom over collective fate. The protests in late spring embodied opponents who chafed against restrictions, mocking the hypocrisy and subversion of protesters who left their homes to score political points. Group loyalty emerged as a potential common ground, but partisan polarization reinforced by moral judgment used loyalty to maintain boundaries.

The significance of our study highlights the value of studying the germination of issue positions posted on social media where moral judgment is a valued currency of exchange. Future research on those issues most likely to elicit such judgment will supplement our knowledge of public opinion that has matured sufficiently to be analyzed by gold standard survey research measures.

VII. ACKNOWLEDGEMENTS

This research was partly supported by the National Science Foundation under grant No. 2031095.

REFERENCES


