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Abstract. Inferring the physical locations of social network users is one
of the core tasks in many online services, such as targeted advertisement, recommending local events, and urban computing. In this paper,
we introduce the Collective Geographical Embedding (CGE) algorithm
to embed multiple information sources into a low dimensional space,
such that the distance in the embedding space reflects the physical distance in the real world. To achieve this, we introduced an embedding
method with a location affinity matrix as a constraint for heterogeneous
user network. The experiments demonstrate that the proposed algorithm
not only outperforms traditional user geolocation prediction algorithms
by collectively extracting relations hidden in the heterogeneous user network, but also outperforms state-of-the-art embedding algorithms by appropriately casting geographical information of check-in.
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Introduction

Urban computing has attracted many research attentions [22]. Cross-domain
data can be fused together to aid this task [19, 21]. One of the core tasks towards
these services is to infer the physical location of participants, as it not only
advances the recognition of individual behavioural patterns but also facilitates
the analysis of the crowd mobility and communication.
Intuitively, friendships between users provide a valuable hint since people
tend to live close to their friends. As a partial observation of users’ social relations, online social networks (OSNs) shed a light on the problem of geolocating
individuals [9, 14]. Another useful information is the online footprints shared
in OSNs, which can be observed through the geotagged contents generated by
users. Unfortunately, most of existing approaches only focus on one single data
source, either the social network of the online friendships [7, 8] or the content
of the online footprints [1, 4]. There are several crucial challenges that hinder
the performance of the existing methods: (1) Data Sparsity: Due to privacy
concern, not many users choose to reveal their location information. Research
in Twitter suggest that only 16% of users registered city level locations in their
profiles [12], and the percentage of tweets with geographical coordinates was
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Fig. 1: Example of learning the geographical embedding space from heterogeneous networks.
merely 1% [18]. (2) Noisy Signals: The signals retrieved from OSNs may not
conform the assumption that the friends and footprints of a user will be close to
the user’s physical location. Reasons lead to noisy signals include global online
friendships, frequent relocation, and posting geotagged contents during travel,
etc. Such sparse and noisy data constitute a major challenge for label propagation based methods [7, 8] and probability estimation based methods [2].(3)
Scalability: Since OSNs often contain millions nodes and links, how to handle
such a large scale data poses another challenge. In particular, most methods that
involve sophisticated NLP techniques [1] require a huge amount of computational
resources and may not be applicable to large-scale datasets.
Recently, network embedding techniques [5, 16, 17] are introduced to embed
network data into a low dimensional space while preserving the neighborhood
closeness of the network data. Through embedding all objects into a common
low dimensional space, it is possible to calculate the similarity between each pair
of objects to mitigate the sparsity problem in network data. Although several
studies [5, 17] have been proposed to model multiple networks concurrently, these
methods do not di↵erentiate each type of the objects involved. Furthermore, the
embeddings learned by the existing methods do not have any physical meanings.
Since each tagged location is associated with a geographic coordinate (e.g.,
latitude and longitude), the distance between the embeddings of any pair of
locations should be able to reflect the geographical distance. In this paper, we
propose a Collective Geometrical Embedding (CGE) algorithm that can e↵ectively infer the geolocation of social network users, by jointly learning the embeddings of users and check-ins with respect to the real-world geometrical space.
In other words, the real geometrical distance between any pair of objects (i.e.,
users or locations) is resembled by euclidean distance of two vectors in the low
dimensional space. Figure (1) illustrates the main concept of the geometrical
embedding learning, where the left figure shows an example of a heterogeneous
user network, the right figure depicts a snapshot of the geographical embedding
space learned through the proposed algorithm. The heterogeneous user network
shown includes a user network, a user-location network, and a location affinity
network. By collectively embedding the heterogeneous network into a common

3

subspace while preserving the geometrical distances between users and locations,
the goal of inferring users’ geolocations can be achieved without difficulty.
The main contributions of this paper can be summarized as follows:
1. We directly leverage multiple information sources by embedding a heterogeneous network, which alleviates the problem of sparse and noisy data.
2. We propose a collective geometrical embedding (CGE) method that integrates the geometrical regularization into the process of network embedding,
which makes the learned embeddings preserving not only the neighborhood
closeness of network data but also the geometrical closeness of locations. To
the best of our knowledge, this work is the first to learn an embedding space
that can reflect the real-world geolocation characteristics.
3. Through the extensive empirical studies on real-world datasets, we demonstrate that the proposed CGE method significantly outperforms other stateof-the-art algorithms in addressing the problem of geolocating individuals.
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Preliminaries

In this section, we first introduce the definition of each source for the heterogeneous network and present the problem statement of this study.
Definition 1. Social Network A social network can be represented by Guu =
(U , Euu ), where U = {u1 , u2 , ...uN } denotes the set of users, and Euu denotes the
set of edges. Each eij 2 Euu is a social link between user i and user j.
Next, we present the definition of user-location network, in which the frequency of visit was used to set the weight of edges between users and locations.
Definition 2. User-Location Network A user-location network is represented
by Gup = (U [ P, Eup ), where U = {u1 , u2 , . . . , uN } denotes the set of users,
P = {p1 , p2 , . . . , pM } denotes the set of locations, and the weight wik on the edge
eik 2 Eup is the number of times that the user ui visited the location pk .
Definition 3. Location Affinity Network A location affinity network can
be represented by Gpp = (P, Epp ), where P = {p1 , p2 , . . . , pM } denotes the set
of locations, and the weight wij on the edge eij 2 Epp indicates the location
closeness between the locations pi and pj .
Definition 4. Heterogeneous User Network A heterogeneous user network
can be represented by Gu = Guu [Gup [Gpp , which consists of the social network
Guu , the user-location network Gup and the location affinity network Gpp . The
same sets of users and locations are shared in Gu .
Definition 5. Geolocating Social Network Users Given a heterogeneous
user network Gu , estimate a location p̂ui for each user ui in U such that the
estimated location p̂ui close to ui ’s physical location pui .
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Methodology

In this section, we introduce the proposed method that learns the geographical embeddings of users and locations through the heterogeneous user network
w.r.t. the real-world geometrical space. Since the heterogeneous user network
consists of multiple bipartite networks, we first present how to learn the network
embedding from a single bipartite network.
3.1

Bipartite Network Embedding

Given a bipartite network G = (VA [ VB , E), the goal of network embedding is to
embed each vertex vi 2 VA [VB into a low dimensional vector v i 2 Rd , where d is
the dimension of the embedding vector. Inspired by [17], we consider to learn the
embeddings by preserving the second-order proximity, which means two nodes
are similar to each other if they have similar neighbors. In the following, we take
the user-location network Gup = (U [ P, Eup ) as an example to illustrate the
learning process of embeddings. To begin with, we use a softmax function to
define the conditional probability of a user ui 2 U visits a location pj 2 P:
T

e p j ui
P (pj |ui ) = PM
pT
k ui
k=1 e

(1)

To preserve the weight wui on edge eui , we make the conditional distribution P (·|ui ) close to its empirical
P distribution P̂ (·|ui ), which can be defined
w
as P̂ (pj |ui ) = oiji , where oi = pk 2N (ui ) wik is the out-degree of ui , and N (ui )
is the set of the ui ’s neighbors, i.e., the locations that ui have visited.
By minimizing the Kullback-Keibler (KL) divergence between two distributions P (·|ui ) and P̂ (·|ui ) and omitting some constants, we can obtain the
objective function for embedding the bipartite graph Gup as follows:
Jup =

X

eij 2Eup

wij log P (pj |ui )

(2)

Since a homogeneous network can be easily converted to a bipartite network,
we can derive similar objective for embedding social network Guu as follows:
Juu =

X

eij 2Euu

wij log P (uj |ui )

(3)

By jointly learning {ui }i=1,...,N and {pj }j=1,...,M that minimize the objectives Eq. (2) and Eq. (3), we are able to represent social network users and
locations in low dimensional vectors. By far, the embeddings are learned only
from the network structure. Next, we introduce the collective geometrical embedding algorithm to preserve the geometric structure w.r.t. the physical closeness
in between di↵erent objects.
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3.2

Collective Geometrical Embedding

According to the local invariance assumption [3], if two samples pi , pj are close
in the intrinsic geometric with regard to the data distribution, then their embeddings pi and pj should also be close. In this work, we consider to preserve
the geometric structure of locations by incorporating the following geometric
regularization in the learning process:
R(P) =

M
X

wij (pi

pj )2

(4)

i,j=1

where the wij represents the geometric closeness between locations pi and pj ,
which can be obtained with the RBF kernel.
To ease the subsequent derivation, we rewrite Eq. (4) in trace form. Let
matrix U and matrix P denote the user embedding matrix and the location embedding matrix, respectively, where each row within U and P is the embedding
vector of a user and a location. Using the weight matrix W whose element wij
is the P
weight between two locations and the diagonal matrix D whose elements
M
dii = j=1 wij , the Laplacian matrix L is defined as L = D W. Then R(P)
can be reduced into the trace form:
R(P) =

M
1 X
wij (pi
2 i,j=1

pj )2 =

1
T r(PT (D
2

S)P) =

1
T r(PT LP)
2

(5)

To learn the geometrical embeddings from the heterogeneous user network,
we minimize overall objective function as follows:
min J = Juu + Jup + R(P)
U,P

(6)

where
is the regularization parameter that controls the importance of the
geometric regularization.
Since the edges in di↵erent networks have di↵erent meanings and the weights
are not comparable to each other, we alternatively minimize the objective of each
network independently to optimize Eq. (6). The same strategy has also been
applied in literature [17], while the geometrical regularization is not considered
in previous works. For the objective term of each network, taking Jup as an
example, it is time-consuming to directly evaluate as it requires to sum over
the entire set of edges when calculating the conditional probability P (·|ui ). We
adopt the techniques of negative sampling [13] to approximate the evaluation,
where multiple negative edges are sampled from some noisy distribution. More
specifically, it specifies the following objective function for each edge eij :
log (pTj · ui ) +

k
X

u=1

Epn ⇠Pn (p) [log ( pTn · ui )]

(7)

1
where (x) = 1+exp(
x) is the sigmoid function, and k is the number of negative
edges. The first term shows that if there is a link between vertices ui and pj ,
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Algorithm 1: Collective Geographical Embedding Algorithm
Input: Heterogeneous user network Gu = Guu [ Gup [ Gpp , parameter , the
embedding dimension d, the maximum number of iterations iter;
Output: Geographical embedding matrix U and P.
Initialization: user embedding u, location embedding p;
while j  iter do
Sample an edge from Euu , draw k negative edges and update user
embeddings;
Sample an edge from Eup , draw k negative edges and update user
embeddings and location embeddings;
Sample a location pi from P, update the location embedding pi using the
partial derivative in Eq. 8.
end

then force two vectors close to each other. The second term shows after sampling
negative links from whole sets of vertices, force two vectors ui and pn far away
from each other if there is no link between ui and pn . We set the sampling
3/4
distribution Pn (p) / oi as proposed in [13], where oi is the out-degree of
vertex ui . For the detailed optimization process, readers can refer to [16]. We
can minimize the objective term of the social network, Juu , in a similar way.
As for minimizing the geometrical regularization, R(P), it is to enforce the
embedding of each location to be as similar to the locations close to it as possible. Thus, we can sample a location pi 2 P at each iteration and update its
embedding pi by gradient descent. The gradient of R(P) w.r.t. pi can be derived
as follows:
X
X
@R(P) X
=
wij (pi pj ) = (
wij wii )pi
wij pj = [(D W)P]i⇤ = [LP]i⇤ ,
@pi
j
j
j6=i

(8)
where [·]i⇤ means the i-th row of the given matrix.
The detailed process of the proposed algorithm is summarized in Algorithm 1.
After obtaining the geometric embeddings of users and locations, we can train
any classifier (e.g., SVM or logistic regression) by feeding the embeddings as
feature vectors and the associated geographic regions at the desired scale (such
as city-scale or state-scale) as the labels.

4
4.1

Experiments
Experiment setup

To evaluate the performance of the proposed CGE algorithm, we conduct extensive experiments on the following two datasets. The statistics of each dataset is
summarized in Table 1. For both datasets, the social network is constructed from
bi-directional friendships between social network users, user-location network is
constructed by the users’ check-in logs, and users’ physical locations reported in
their profiles are used as ground truth. We aim to predict users’ home location to
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(a) Foursquare

(b) Twitter

Fig. 2: Distribution of users’ locations in Foursquare and Twitter networks.
the city level, since many users only report city-level addresses. City-level location information in text format is converted into city-level coordinates according
to geolocators1 . Note that such coordinates are being canonicalized with each
city district corresponding to exactly the same coordinate. Distribution of users’
home locations in two datasets is shown in Fig. 2. Instead of only focusing on
users lived in the US, we are tackling users globally, which creates more challenge
for the learning task.
Table 1: Datasets
Dataset
users locations social links user-location links
Foursquare 15,799 141,444
38,197
212,588
Twitter 25,355 403,770
156,060
564,298

We compared the proposed approach with three state-of-the-art user geolocation prediction algorithms and two network embedding algorithms.
1. FIND [2] selects the location that maximizes the probability of friendships
given the distance between the location candidates and the friends’ home
locations.
2. LP [7] selects the most popular location among the given user’s friends’ home
locations by a simple majority voting algorithm, while the user’s friends
network were rebuilt via the depth-first search algorithm.
3. SLP [8] refers to Spatial Label Propagation. It spatially propagates location
labels through the social network, using a small number of initial locations,
which is an extension of the idea of label propagation.
4. LINE [16] embeds a homogeneous network into a low dimensional space.
5. PTE [17] learns the embeddings of a heterogeneous network by joint learning
the embeddings of each sub-network.
6. CGE is the proposed method in this paper.
To evaluate the performance of the di↵erent approaches, we randomly sample
50% of user instances as the training set and use the other 50% of user instances
as the testing set. This random sampling experiment is repeated 10 times. For
the FIND algorithm, three coefficients are set the same as in paper [2]. For the
LP algorithm, the minimal number of friends is set to 1, the maximum number
of friends is set to 10000, and the minimal location votes is set to 2. For the SLP
algorithm, the number of iterations is set to 5 and the other parameters’ settings
follow paper [8]. For all the embedding algorithms (LINE, PTE, and CGE), the
embedding dimensionality is set to 100. We tried dimensionalities in the range
1

https://github.com/networkdynamics/geoinference

8

(a) Accuracy@k on Foursquare

(b) Accuracy@k on Twitter

Fig. 3: Performance comparison on Foursquare and Twitter datasets
[50, 200] and found that 100 generally gives the best results. To simplify the
comparison, we simply set the regularization parameter in CGE to 1. For the
other parameters in the network embedding algorithms, we follow the setting in
the paper [17]. The learned embeddings are used as feature vectors to train an
SVM classifier with the RBF kernel.
To study the contribution of di↵erent sources, di↵erent combinations of subnetworks in the heterogeneous user network are fed into the algorithms as denoted in the following manner. For CGE taking three networks as inputs, we
denote this setting as CGE(CFV), where C (check-in) stands for user-location
network, F (friend) denotes friendship network, and V (venue) represents location affinity network. If only one or two networks were taken as inputs, we
denote them as (C) or (CV), etc.
Three metrics are used to evaluate the performance of the compared methods.
The first metric is Accuracy@k, which measures the percentage of predictions
that are within k miles of the true location. We report multiple values of k to
compare di↵erent approaches in a comprehensive manner. The second metric
is Average Error Distance (AED), where a smaller value of which indicates
better performance. The third metric is Area Under Curve (AUC) under a
cumulative distribution function F (x) = P (distance  x), where F (x) shows
the percentage of inferences having an error distance less than x miles away
from the true location [9]. Higher AUC scores indicate better performance.
4.2

Quantitative results

Fig. 3 shows the performance of user geolocation algorithms on two datasets.
From the comparison results with regard to Accuracy@k, we make three observations as follows. Firstly, embedding-based algorithms consistently outperform
non-embedding based benchmarks. For instance, if we consider Accuracy@30,
in Fig. 3a, CGE(CFV) correctly predicts 66.5% of users, while the best performance of non-embedding based algorithms SLP only predicts 49.1% of users.
Because embedding-based algorithms can fully explore the network structure of
the given information, which alleviates the issues of sparse and noisy signals,
embedding-based methods (LINE, PTE and CGE) outperform non-embedding
based methods. Secondly, among embedding-based algorithms, algorithms such
as PTE and CGE which are capable of handling heterogeneous networks perform
better than LINE which is only applicable to homogeneous networks. Thirdly,
we can observe that CGE consistently achieves the best performance in both
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Table 2: The classification performance “mean ± standard deviation” on user
geolocation prediction task. “"” indicates the larger the value the better the
performance. “#” indicates the smaller the value the better the performance.
Foursquare
AED #
AUC
LP
2526.21 ± 34.05 45.52% ±
SLP
1673.31 ± 0.73 61.21% ±
FIND
1805.88 ± 28.25 57.41% ±
LINE(C) 2018.94 ± 30.15 58.60% ±
LINE(F) 1308.49 ± 19.04 63.83% ±
PTE(CF) 1006.31 ± 21.41 68.80% ±
PTE(CV) 1065.06 ± 24.30 71.56% ±
PTE(CFV) 935.17 ± 11.50 72.35% ±
CGE(CV)
779.94 ± 29.15 75.93% ±
CGE(CFV) 773.31 ± 20.55 77.13% ±

"
0.37%
0.03%
0.39%
0.28%
0.47%
0.32%
0.20%
0.19%
0.35%
0.17%

Twitter
AED #
AUC
4924.64 ± 18.24 19.30% ±
2172.99 ± 2.40 53.21% ±
2647.07 ± 16.84 42.53% ±
2759.46 ± 20.62 41.92% ±
2474.04 ± 15.23 44.36% ±
1634.34 ± 16.48 54.30% ±
1192.38 ± 133.4 63.80% ±
1247.78 ± 4.79 61.26% ±
991.22 ± 17.77 65.27% ±
1000.47 ± 8.97 64.24% ±

"
0.12%
0.04%
0.20%
0.03%
0.19%
0.29%
1.22%
0.11%
0.26%
0.07%

datasets, as shown in Figs. 3a and 3b. With exactly the same amount of information, the proposed CGE always outperforms PTE for a variety of error distance
k. For example, in Fig. 3a, with user-location network and location affinity network, CGE(CV) correctly predicts 61% of users’ home locations within 10 miles,
while PTE(CV) correctly predicts 56% of users’ home locations within the same
distance. These results indicate the robustness of the proposed CGE algorithm.
Table 2 shows the AED and AUC scores of various algorithms on two datasets.
Similar observations can be made as above. CGE(CFV) algorithm achieves the
smallest error distance and the highest AUC scores for the Foursquare dataset,
while CGE(CV) achieves the best performance for the Twitter dataset. This
is primarily due to the fact that Twitter relationships mixes friendship relationships with other kinds of unbalanced, asymmetrical relationships [7]. More
importantly, when using the same data sources, CGE always performs better
than PTE. This shows that the proposed graph regularization is more suitable
for modeling geographical information in user geolocation problem.
To evaluate the contribution of di↵erent sub-networks, we compare the results using partial information with the results using complete information. The
comparisons are performed using CGE algorithm on both datasets. As can be
seen in Fig. 4a, without user-location network (green line), the performance deteriorates the most (around 19%). Without location affinity network (purple line),
performance drops around 13%. Without friend network information, the algorithm drops the least compared with other cases (around 3%). Note that, without
friend network information, CGE achieves slightly higher accuracy on Twitter
dataset, as shown in Fig. 4b, because Twitter relationships contain heavy noise.
It can be concluded that: (1) Compared with friend information and location
affinity network, user-location network plays the most important role in user
geolocation prediction. (2) Considering the geometrical information in location
affinity network can significantly improve the prediction performance. (3) Friend
network can also be a valuable complementary source.
The robustness of the proposed algorithm is also tested by varying the size of
the training users. Note that, when decreasing the size of the training users, we
use locations’ embedding vectors as additional training data to balance training
samples across di↵erent settings. As can be seen in Fig. 5, when the size of the
training users decreases from 50% to 20%, accuracy@k only drops around 5%.
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Fig. 5: Performance comparison with varied training size.
The evaluation results on the size of training set indicate that CGE(CFV) is
capable of producing high-quality embedding vectors of users and locations.
Visualization of users’ embedding vectors learned by di↵erent algorithms are
shown in Fig. 6. Due to limited space, only the results of Foursquare dataset
are shown. We pick users who reside in three di↵erent countries as three di↵erent classes. Users’ embedding vectors (in 100-dimensional space) are further
mapped to two-dimensional space with Isomap. Compared with other algorithms, CGE(CFV) generates the most meaningful layout, as shown in Fig. 6e,
in the sense that it naturally forms three clusters and pulls the centers of the
di↵erent clusters far away from each other. This indicates that the proposed
CGE algorithm leveraged di↵erent source information e↵ectively. Running time
of various algorithms are shown in Fig. 6f. The run time of CGE algorithms are
modestly longer compared with other embedding methods, but provides the best
prediction performance.
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Related Work

Location Prediction: Works on identifying users’ home locations [20] can be
roughly divided into two categories based on the information used. One category
of related works focus on extracting text information [1, 4] from tweets. The general idea is to extract location-related text information (words, phrase, topic)
through language model or probabilistic model. Another category of works focus
on social graphs [2, 7, 8], where they rely on the assumption that tie strength is
a strong indicator of users’ home locations. [2] aims to predict the location of
an individual by leveraging geographic and social relationships in the Facebook
network. [9] reviews most recent network-based approaches, and proposes two
new metrics on comparison of di↵erent approaches. [14] studies the problem of
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Fig. 6: Visualization of users reside in three di↵erent countries (Blue: US, Green:
Brazil, Red: Malaysia) in Foursquare. Running time comparison (f).
using publicly available attributes (mayorship, tips, and likes) and geographic
information of locatable friends to infer home location in three networks respectively, Twitter, Foursquare, and Google+. Other works [10, 11, 15] consider
text and network information simultaneously. [11] propose an algorithm derived
from a generative model. [10, 15] provide two ways of combining the results
from network-based approaches and text-based algorithms. However, most of
the above-mentioned algorithms were either inefficient or based on simple combination of di↵erent source information.
Network Embedding: Recently, network embedding technique ([5, 6, 16,
17]) drew lots of attention due to the merit of distributed representation learning. Embedding objects into a mutually related common space can mitigate the
sparsity problem to a large extent. Moreover, by jointly modeling multiple networks, it is able to capture complex interaction among heterogeneous objects in
the connected networks. Di↵erent from existing network embedding algorithms,
this paper treats the guidance information (locations’ geographical information)
discriminately as a geometric regularization term to smoothly encode the local
geometrical structure into the embedding space.
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Conclusion

This paper proposed a collective geometrical embedding (CGE) algorithm to
tackle the problem of geolocating users. Multiple heterogeneous networks are
embedded into a low dimensional space through two strategies: the first is to
embed the social network and the user-location network by preserving local
structures; while the other is to incorporate the geographical information as the
guidance through graph regularization. Evaluation on two di↵erent real-world
datasets demonstrated the e↵ectiveness of the proposed approach. For future
work, multiple types of social links and multiple types of user-location relations
can be included in the proposed framework. Besides, the proposed embedding
method can be further extend for location recommendation.
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